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Minimax-Optimal PAC Bounds

Key contribution: new algorithm for episodic tabular MDPs with

PAC Bound High-prob. Regret Bound
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Motivation: Need for Accountability in Online RL
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Motivation: Need for Accountability in Online RL
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Our Proposal: Algorithms output policy
certificates before each episode

A T Policy certificate:
confidence interval around
optimal and algorithm’s next expected return

—— (1 , Expectedreturn in next episode?

- -V = certificate lower end

“J° How far from optimal?

v/ < certificate size

Expected Return

Episodes



Algorithms with policy certificates

Natural extension of model-based optimistic algorithms
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Algorithms with Policy Certificates

Natural extension of model-based optimistic algorithms Q
1. UCB on optimal value function «
Qs,a) > Q*(s.) ¢

~

2. Greedy Policy m = greedy(Q)
3. LCB on value function of current policy

Q(s,a) < Q" (s, a)

~

Q
4. Output certificate [Q(sg, ag), Q(so, ao)] 41 Q

~
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Symbiosis of Optimism and Certificates

Certificates:
* Challenge: QW random

* Insight from optimism:
Q)" — (Q* atknown rate

Optimism:

* Challenge: exploration bonus
depends on Q(s',a’) — Q*(s',a")

* Insight from certificates:
bound by Q(s',a’) — Q(s',a")

~

More accountable algorithms
through accurate policy certificates

Better exploration bonuses yield
minimax-optimal PAC & regret bounds




